
An Intuition Band-Aid: 
Applying Probability to the Moral Responsibility Gap

Introduction 

 The development of Artificial Intelligence has brought about many positive technological 
advancements that have benefited society, but with the downside of uncovering multiple ethical dilemmas 
along the way. Thanks to SciFi movies and media coverage, one of the more prominent examples of this 
technology is the self-driving car. Although it promises to reduce traffic accidents and free up time for the 
user, there are a few key ethical quandaries that still remain unanswered. One of the more significant of 
these is the ethical problem of the moral responsibility gap. In very simple terms, the gap appears when 
something goes wrong with the self-driving car, such as a fatal accident, and there is no one to blame for 
it (Sparrow, 66). There are various arguments surrounding the search for the correct identification of the 
responsible agent, as well as whether or not the gap is a valid enough reason to restrict the use of 
autonomous cars if a responsible agent cannot be identified. Recently, an argument drawing on the effects 
of probability on the moral responsibility gap has emerged within academic circles as a possible solution 
to this ethical dilemma. Otherwise known as the probability intuition, it claims that as the probability of a 
crash decreases, the urgency of the moral responsibility gap will likewise decrease and so allow for the 
permissible usage of self-driving cars even without properly identifying the responsible agent. The 
plausibility of this claim will be the focus for this essay. I will begin by defining moral responsibility in 
the first section, followed by the definition of the moral responsibility gap in the second section. Once the 
foundations of gap have been established, I will move on to discuss the effects of probability on the gap, 
in light of the probability intuition, in the third section. To finish, I will offer my own objection to the 
plausibility of the probability intuition in the fourth section via a reflection on how the level of difficulty 
affects the amount of blame assigned in any given moral instance. The ability of the probability intuition 
to offer a solution to the ethical dilemma of the moral responsibility gap by reducing the urgency found 
within the instance of the gap will be explored throughout this essay in reference to the case of the self-
driving car.  

1. Moral Responsibility 

 To begin the discussion on moral responsibility, we must first establish what it means to be a 
moral agent and thereby what moral agency is. A moral agent is essentially one who possesses the 
capacity to determine right from wrong (Smith, 468). Moral agency is then the agent’s ability to make 
moral judgements based on those notions of right and wrong. This in turn allows for the agent to be held 
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accountable for their actions taken based on those judgements (Wallace, 55). This then leads to the 
concept of moral responsibility, which can loosely be defined as when a moral agent is responsible for an 
action insofar as the agent is rationally accessible to a particular kind of response for having performed 
the action (Smythe, 493). In other words, moral responsibility occurs when an agent can be held 
accountable for an action they committed, and so are deserving of praise or blame in response to their 
action. The significant takeaway from this definition is that moral responsibility exists in two different 
senses. The first is a strict sense of accountability and the second is a degree based sense of 
praiseworthiness and blameworthiness (Blöser, 187). I will now expand upon each of these senses.  
 The first sense of moral responsibility deals strictly with accountability as it focuses on 
determining whether or not an agent can be held accountable for any given action (Smythe, 494). To hold 
an agent accountable means to be able to attribute the action and its outcomes to the agent (Wallace, 8). 
This strict sense of moral responsibility is binary by nature, as an agent is either accountable for an action 
or they are not. It is important to note that this means the strict sense of moral responsibility cannot exist 
within degrees, as either an agent is rationally deserving of a moral response, or they are not.  
 On the other hand, the second sense of moral responsibility exists only within degrees, as it deals 
with the degree of praiseworthiness and blameworthiness attributed to an agent in response to a given 
action (Nelkin, 357). This sense of moral responsibility is contingent on the first sense, as the 
praiseworthiness or blameworthiness of an agent presupposes the agent's accountability. Once the agent 
has been deemed accountable for an action, a rational response of either praise or blame must follow. For 
the sake of this essay, I will concentrate solely on the degree of blameworthiness. Although 
praiseworthiness does play a substantial role in moral responsibility, there exists an asymmetry in how 
praise and blame are assigned. This results in a heavy emphasis on blame when it comes to assigning 
moral responsibility to an agent (Pizarro, 267). Because of this asymmetry and the nature of the current 
literature concentration on the assigning of blame rather than praise, I will restrict my writing to the 
consideration of the degree of blameworthiness and save the discussion of praiseworthiness for another 
time.  
 Returning now to the discussion, blameworthiness is defined as when a moral agent deserves 
adverse treatment in response to their faulty conduct (Wallace, 52). Blameworthiness exists naturally in 
degrees, as an agent can either be more or less deserving of blame. For example, if a man is taken to court 
for shooting his neighbor and it is shown that he had spent the month prior to the murder planning the 
execution of it in great detail, we would attribute a high degree of blame to the man. However, if it is 
shown that he accidentally shot his neighbor and had no desire to kill in the first place, then we would 
attribute a lower degree of blame to the man in response to the action of killing his neighbor. The extent 
to which blame is then assigned is determined by three main factors. The first is the degree of control the 
agent possessed over their actions, the second is the degree of intention the agent had when acting, and 
the final is the level of difficulty the agent encountered in carrying out the action (Nelkin, 357). The 
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degree of blame assigned to the agent is determined  by at least one of these factors (Nelkin 356). Let us 
take again the example of the man who shot his neighbor. In the case of control, if the man had complete 
control over his actions when pulling the trigger, we would assign a higher degree of blame. However, if 
the man was not in complete control of his actions, for instance if another person forced the man’s finger 
to close on the trigger of the gun, we would attribute less blame to the man. In the case of intention, we 
assign the degree of blame based on the motivation the man had for shooting his neighbor. So, if the man 
shot his neighbor solely because his neighbor mowed the lawn everyday at six in the morning, we would 
assign a high degree of blame to the man. Conversely, if the man killed his neighbor because he saw that 
his neighbor was an abusive husband, we would assign less blame to the man. Finally, the level of 
difficulty is determined by the man’s ability to have acted otherwise. If the man was hypnotized to shoot 
his neighbor, essentially making it extremely difficult for him not to do so, we would attribute a low 
degree of blame. However, if the man only needed to wear earplugs in the morning so as not to be 
annoyed by the lawn mowing, it would have been very easy for the man to avoid the urge to shot his 
neighbor, and so we would attribute a high degree of blame. Thus, the degree of blameworthiness 
attributed to an agent is determined by the amount of control, intention, and difficulty within the given 
situation. This degree of blameworthiness then determines the second sense of moral responsibility, as the 
agent has already been deemed accountable for the action, but now must be determined to what degree 
they are deserving of blame.  

2. The Moral Responsibility Gap

 As elaborated previously, two important components to the definition of moral responsibility are 
the moral agent and the subsequent moral agency. When a moral decision is made, moral responsibility 
must be assigned, and in order for moral responsibility to be assigned, the moral agent must be known. 
However, due to the development of AI, we are faced with situations in which a moral decision has been 
made without a clear moral agent to which moral responsibility can be assigned. As AI is becoming 
increasingly more autonomous - in the sense that we allow the AI to make and execute decisions without 
immediate human intervention - a new problem arises within moral responsibility (Sparrow, 66). If we 
allow AI to make autonomous moral decisions, and we remain unwilling to assign moral agency to the AI 
itself, then who is the rightful agent to whom we can assign moral responsibility? In other words, we do 
not currently consider AI to be a moral agent, so when it makes a decision we would consider as having 
moral implications and that ends with negative consequences, who do we blame for those consequences? 
There is now the problem of having moral responsibility without a clear moral agent to assign it to, which 
is otherwise known as the moral responsibility gap (Purves, 852). To better illustrate the problem and how 
it has come about, I will now expand on the moral responsibility gap in reference to the specific example 
of self-driving cars.  
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 Picture an autonomous car driving down the road when all of a sudden a child runs out in front of 
the car. There are now two possible outcomes, either the car must run over the child or swerve into a 
nearby tree, killing the passenger of the car. Essentially, the car has to make a decision that we would 
consider as a moral decision if there had been a human driver behind the wheel. Let’s say the car makes 
the decision to run over the child. This means someone now must be held morally responsible for the 
death of that child. The question now is, to whom do we assign the blame? If the car had been operated by 
a human driver, we would have assigned the blame to the driver. However, in the case of the self-driving 
car, the human is considered the passenger as they are not the one driving, and we would not blame the 
passenger for the fault of the driver. If the car had a human driver and a passenger, we would only assign 
blame to the human driver and not the passenger, assuming of course that the passenger had not distracted 
the human driver at the moment of the decision. Just as we would not assign blame to the passenger in the 
case of the human driver, we could not assign blame to the passenger in the case of the self-driving car, as 
any person inside the self-driving car would be considered a passenger. As we cannot blame the human 
inside the self-driving car, our next instinct would be to assign the blame of the child’s death to whoever 
designed and programmed the car. Assuming that the car’s decision was not due to negligence on behalf 
of the programmer, this would also not be a viable answer as the programmer could not have predicted the 
exact situation in which the self-driving car would have to make such a moral decision (Sparrow, 69). 
Essentially, the programmer is too far removed from the final decision, as they have given the self-driving 
car the rules of the road but do not have any control over what the car will do in any unique situation. The 
next possible agent to blame would be the company that deploys the self-driving car, as they were the 
ones that put the car on the road in the first place (Sparrow, 70). However, this does not seem fair either. If 
we hold the deployers of self-driving cars responsible for the actions of autonomous cars just because 
they put the them on the road in the first place, then what is to stop us from holding all companies 
responsible for all car accidents, albeit the car being autonomous or not? As the possible human agents 
involved in the crash, i.e. the passenger, the programmer, and the deployer, do not appear to be viable 
recipients of the blame for the child’s death, we are left with the final and only non-human option of 
blaming the car itself. If we are to regard the car as a moral agent to which we can assign moral 
responsibility, then we must be able to imagine blaming and thereby punishing the car for its actions 
(Sparrow, 71). The point of punishment is to enact suffering on the agent in retribution for the wrong they 
had committed. The car could be punished by being taken off the road and destroyed, however there is 
still doubt as to whether or not the car would actually suffer. Because of this, the car itself does not appear 
to be the agent to which we could assign the moral responsibility to either. Thus, in the case of the self-
driving car running over a child, there is no clear agent to which we may assign blame and thereby the 
moral responsibility of the death to, causing a moral responsibility gap to appear.  
 Having defined the moral responsibility gap in simple terms, I will now examine the gap in light 
of the two senses of moral responsibility. Recalling that first of the two senses is a strict sense of 
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accountability, we see what could be called a quantitative gap begin to appear once this strict sense is 
applied to the moral responsibility gap. As previously stated, the strict sense of moral responsibility deals 
solely with whether or not an agent is accountable for the moral decision that has been made. Either the 
agent is or is not accountable, making this sense of moral responsibility easily quantifiable if only by 
counting the amount of times in which any given agent has been deemed accountable. When this sense of 
moral responsibility is then applied to the moral responsibility gap, we see a quantifiable gap emerge 
insomuch as the ability to count the amount of times that occur in which moral responsibility must be 
assigned but does not have a clear recipient. For example, if a self-driving car runs over a child and there 
is no clear accountable moral agent to place the blame on, then this would be considered as one instance 
in which a gap in moral responsibility appeared. If the car now encounters five instances in which it runs 
over a child, then quantifiably there are five instances of a moral responsibility gap appearing. Essentially, 
when moral responsibility is viewed solely as whether or not there is someone to hold accountable for a 
decision, we are able to quantify the gap by stating the amount of times in which a moral decision was 
taken without a clear accountable agent. Hence, when the moral responsibility gap is viewed through the 
strict sense of accountability, it becomes quantifiable.  
 Turning the attention now to the second sense of moral responsibility as it appears in terms of 
degrees of blameworthiness, we see a qualitative, as opposed to a quantitative, moral responsibility gap 
appear. As previously mentioned, blameworthiness comes in terms of degrees, as once a person has been 
deemed accountable for an action, they can then be considered either more or less to blame for that action. 
This means that when the second sense of moral responsibility is applied to the concept of the moral 
responsibility gap, the gap appears in terms of degrees of blame. In other words, the gap can vary in its 
quality of blameworthiness. Looking back on our self-driving car example, if the car runs over the child’s 
favorite toy but not the child, there is a lower degree of blame than if the car were to run over both the toy 
and the child. This shows that the second sense of moral responsibility, which is determined by degree of 
blameworthiness, can lead to a qualitative moral responsibility gap.  
 It is important to note that when considering the quantitative moral responsibility gap, we are 
only looking at the overall gap, as opposed to the qualitative moral responsibility gap, when we look at 
the actual individual instance when the gap occurs. In other words, the quantitative gap takes into account 
the amount of times the gap appears, but does not acknowledge whether or not the given instance of the 
gap has increased or decreased in quality. The qualitative gap, however, does.  
 The question now stands, why does it matter whether or not there is a moral responsibility gap in 
the case of the self-driving car? If the autonomous car makes a moral decision, and we do not know who 
to hold accountable for that decision, is there any real problem created because of this? The answer is yes, 
due to the correlation between moral responsibility and the social sense of justice. Justice, in very simple 
terms, is when an agent receives either the reward or punishment that is equal to the action they have 
committed (Greenberg, 216). When an agent is deemed as morally responsible for an action, whether it is 
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good or bad, we seek to either punish or reward the agent based off of their actions. In the case of an 
agent committing a morally bad action, we react with blame and wish to appropriately punish the agent 
for their faulty action. If the agent is given the adequate punishment for the action, then we deem that 
justice has been carried out (Greenberg, 217). However, if the punishment does not match the moral fault, 
either because it was too lax or severe, then we would say that an injustice has been committed. For 
example, if a human driver purposely runs over a child, and then is thrown into jail as punishment, we 
would say that justice was rightly carried out as the severity of the punishment matched the action. 
However, if the human driver accidentally ran over a child’s dropped ice cream cone and then was thrown 
in jail, we would say injustice had occurred, as the punishment far outweighed the action in severity. An 
injustice can also occur when the wrong person is punished for an action they did not commit. For 
instance, we would say it was unjust to punish the passenger of the car that ran over the child, as the 
passenger had no control over the situation. Additionally, if a wrong is committed and no punishment is 
issued whatsoever, this would also be considered an injustice as the agent that was wronged would feel as 
thought their suffering was not properly addressed. Thus, matching the punishment to the action is vital in 
carrying out justice. This is now where we begin to see the problem with the moral responsibility gap 
appear. If there is no clear agent to whom moral responsibility can be assigned to, but there remains moral 
responsibility to be assigned, then there is the risk of committing an injustice by either punishing the 
wrong agent to the wrong extent, or allowing for the moral wrong to go unpunished. Because of this, an 
urgency to solve for the moral responsibility gap caused by self-driving cars is created due to the risk of 
injustice. This leads many to argue that until the gap is properly addressed, self-driving cars are not 
morally permissible, and so therefore should be banned. Conversely, some argue that this is only a 
problem until the autonomous cars are as good, if not better, than humans at driving (Sparrow-Howard, 
207 ). Either way, the permissibility of using self-driving cars is heavily influenced by the urgency of the 
moral responsibility gap that they create.  

3. The Probability Intuition  
  
 Because there appears to be an urgent need to solve for the moral responsibility gap due to the 
lack of a clear responsible agent and there no satisfactory answer to this problem within the foreseeable 
future, some attempts to bypass this urgency have begun to emerge. One of these proposed solutions that 
exists within academic circles of discussion and debate is, what I shall term for the sake of this essay, the 
probability intuition. The probability intuition does not solve for the moral responsibility gap itself, but 
instead attempts to solve for the urgency created by the gap, effectively making self-driving cars morally 
permissible to use despite the existence of the gap. However, before getting into the details of the 
probability intuition, we must first define what probability looks like in terms of the self-driving car.  
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	 Simply put, probability is how likely it is for something to happen. It essentially determines the 
chances for a certain action or event occurring (Thomas, 305). In this specific context of the self-driving 
car, it refers to the probability of a crash, or, in other words, the chances of an accident occurring. As an 
autonomous car drives down the road, there are many different variables at work determining how likely 
it will be that the car crashes. Although there are a plethora of variables, they can all be classified into two 
main categories: internal variables that can be controlled by improving the car, and external variables that 
will always be outside the control of the car. The internal variables within the control of the car range 
from the technical adeptness of the car to its ability to safely follow the rules of the road, whereas the 
external variables outside of the car’s control center around unpredictable events or actions surrounding 
the car, such as a child running in front of the car. Although both categories play an important role in 
determining the probability of a crash, the variables outside the control of the car are not relevant to this 
essay, as they exist whether or not the car is self-driving or has a human driver. On the other hand, the 
variables within the realm of the car’s control are highly relevant, as they are dependent on the self-
driving nature of the car. Therefore, all mentions of the probability of a crash will be in reference to the 
variables within the realm of control of the self-driving car. It is important to note that because these 
variables are within the realm of control, they can be decreased by perfecting the technical adeptness of 
the car itself. As these variables contribute to and determine the probability of a crash, a decrease in such 
variables would logically lead to a plausible decrease in the amount of self-driving car crashes overall. 
Thus, the probability of a crash refers to the chances of an accident occurring due to the technological 
adeptness of the self-driving car, and a decrease in such a probability would likely lead to a decrease in 
the amount of overall crashes.  
 Having defined what probability looks like in terms of self-driving cars, we can now consider the 
definition of the probability intuition and the implications it holds for the moral responsibility gap. For the 
sake of this essay, I will only consider the probability intuition in terms of the self-driving car example. 
The probability intuition, simply put, is the idea that as the probability for a crash decreases, the urgency 
of the moral responsibility gap also decreases. In other words, according to the probability intuition, if 
less crashes happen due to a decrease in the probability of a crash, then there are less instances in which 
someone must be blamed for the crash without there being a clear responsible agent. If there are less 
crashes and therefore less unassigned blame, then there is a decrease in the urgency of the moral 
responsibility gap.  Less crashes, means less blame, means less urgency of the gap. Recalling how the 
moral responsibility gap is created, we see that the gap appears to be contingent upon whether or not a 
crash actually occurs. If a crash never happens, then there is no blame to be assigned because the instance 
that would have created this blame does not exist. If there is no unassigned blame because the instance in 
which it is created does not happen, then there is no need to discover who the responsible agent would be 
for a nonexistent event. As there is no need to discover the responsible agent, there is no moral 
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responsibility gap. Hence, as the probability for a crash decreases, there is an intuition that claims the 
urgency of the moral responsibility gap will simultaneously decrease.  
 In order for the probability intuition to be plausible, the probability of a crash must have a direct 
influence over the urgency of the moral responsibility gap. To explore this possibility, we must turn back 
to the two senses in which moral responsibility exists, starting with the strict sense of accountability. As 
previously discussed, when moral responsibility is viewed through this strict sense, it leads to a 
quantitative moral responsibility gap. This is because an agent is either accountable or not for an action, 
making the amount of instances in which an agent must be deemed accountable quantifiable. The moral 
responsibility gap, in this sense, becomes a quantitative gap, as the number of events in which there is no 
clear agent to take moral responsibility for a decision can be counted. What this means for the probability 
intuition is that in order for the probability of a crash to directly affect the gap, probability would have to 
reduce the quantitative amount of instances in which the gap would appear. For example, let’s say there is 
a self-driving car with very poor technical adeptness, so that the variables within the car’s control 
contribute to a very high probability of a crash occurring. Next to it is a self-driving car with high 
technical adeptness, so that the variables within the car’s control contribute to a very low probability of a 
crash. The two cars are deployed for a months time on the road. The car with poor technical adeptness 
crashes ten times, all due to the internal variables reliant on the technical capabilities. The other car, due 
to its strong technical capacities, does not crash. The car that crashed ten times has left ten people dead 
which means there are now ten deaths for which an agent must be blamed for. However, as previous 
discussed, there is no clear agent for which to assign the blame, which means there is now a moral 
responsibility gap for those ten deaths. On the other hand, the car with high technical adeptness did not 
cause any deaths. Since there are no deaths, there is no unassigned blame, and therefore no appearance of 
the moral responsibility gap. As seen in this example, the reduction of crashes due to a decrease in the 
probability of a crash becomes connected with the idea that, quantifiably, the urgency of the moral 
responsibility gap has also been decrease. Less crashes would appear to lessen the urgency of the gap as 
logically less casualties due to poor driving would be occurring. However, it is important to note that this 
will only result in a decrease of the cumulative gap, but not a decrease in the individual instances of the 
gap itself. When a self-driving car with low probability of a crash runs over a person, that death still 
carries the same amount of blame and moral responsibility as before when the car had a high probability 
of crashing. The only difference is that there are less instances in which the gap has appeared, which 
means there can be a quantifiable reduction in the gap. Thus, when the moral responsibility gap is viewed 
through the strict sense of accountability, the probability intuition can plausibly lead to a quantitative 
reduction in the urgency of the gap.  
 The question now stands as to whether or not it would be possible for the probability of a crash to 
affect a decrease in urgency of an actual individual instance of the gap. To explore this possibility, we 
must take a closer look at the second sense of moral responsibility, that being the sense of degrees of 
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blameworthiness. As previously explained, this sense leads to a qualitative moral responsibility gap. This 
means that if the probability intuition is to be at all plausible in terms of the qualitative gap, the 
probability of a crash must have a direct influence on decreasing the degree of blame associated with an 
individual instance of a crash. What this would look like in terms of the self-driving car example would 
be that when the self-driving car reduces its probability for a crash, the blame associated with the crashes 
that still occur would also have to decrease. This would mean that when a self-driving car with a high 
probability for crashing does in fact crash, there would have to be a high degree of blame, while on the 
other hand, when the car with a low probability of crashing does crash, there would have to be a lower 
degree of blame. Essentially, the degree of blame would have to to be reduced by a decrease in the 
probability of a crash in order for the probability intuition to prove plausible. This is because as the 
degree of blame decreases, there is less unassigned blame, which in turn leads to a qualitatively less 
urgent moral responsibility gap. Thus, in order for the probability intuition to affect a decrease in the 
qualitative moral responsibility gap, the probability of a crash must have a direct influence over the 
degree of blame.  
 Although there is a current urgency surrounding the unresolved moral responsibility gap, in turn 
causing the moral permissibility of self-driving cars to be called into question, the probability intuition 
claims that a decrease in the probability of a crash would reduce this urgency and so allow for the 
permissible use of the cars. We have now seen that there are two possible moral responsibility gaps, the 
quantitative and the qualitative, and these correlate with different possible ways in which the urgency of 
the moral responsibility gap could be decreased. In terms of the quantitative gap, the probability of a 
crash decreasing could lead to a decrease in the cumulative gap. This would logically lead to less urgency 
surrounding the quantitative moral responsibility gap, as there are less instances in which a crash and thus 
the gap appear. However, there is also a strong objection to this approach to reducing the urgency of the 
moral responsibility gap, as it could be argued that the urgency is not attached to the quantity of gaps, but 
rather attached to the quality of the individual gaps themselves. If this is the case, then the probability 
intuition is left to the qualitative gap. If a decrease in the probability of a crash leads to a decrease in 
blame associated with an individual crash, then the urgency here appears to also decrease because there is 
qualitatively less blame to assign. If the individual instances of the moral responsibility gap decrease in 
degree of blame, then there is the intuition that there will also be less urgency to solve for these instances. 
Thus, the probability intuition could plausibly prove that as the probability for a crash decreases, the 
urgency of the moral responsibility gap also decreases, and so the usage of self-driving cars becomes 
morally permissible.  

4. Difficulty and Blameworthiness 
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	 Although there are many reasons for further examining the probability intuition in terms of the 
quantitative moral responsibility gap, for the sake of this essay, I will only be looking further into the 
intuition in terms of the qualitative gap. As discussed in the previous section, the probability intuition in 
terms of the qualitative gap claims that a decrease in the probability of a crash leads to a decrease in 
blame, which in turn reduces the urgency of the qualitative moral responsibility gap. In order to examine 
how the degree of blame could possibly be decreased within a single instance of a crash, we must look 
back at the three factors that determine blameworthiness. As previously touched upon, the degree of 
blameworthiness that is assigned in any given instance in which an agent must take moral responsibility 
for their actions is determined by the amount of control, intention, and difficulty found within that 
instance. Control and intention, although important factors and interesting topics for debate, will not be 
considered within this essay, as they appear to be human agent specific and so are not directly applicable 
to the actions of an autonomous car. This is because when control is discussed in terms of self-driving 
cars, it is in reference to the amount of control any given human agent, such as the programmer, would 
have had over the decisions of the car. However, as we are looking specifically at autonomous cars, the 
human agent should logically not have any control over the decisions of the car, as the car was in fact 
created so as not to require any human control. Intention is also human specific, as intentionality focuses 
on motivations and so requires sentience, and it is safe to assume that self-driving cars are not sentient at 
this point in time (Sparrow, 72). Thus, control and intention appear to be human agent specific. It is for 
this reason that, for the sake of this essay, I shall focus solely on the final factor for determining 
blameworthiness: difficulty. 

 Difficulty is used to determine the blameworthiness of an action by establishing how difficult it 
would have been for the agent to act in a way other than how they did (Nelkin, 357). In other words, the 
amount of blame assigned for an action is determined by how hard it was to either carry out or to avoid 
that action. The reason why I will focus solely on this factor of difficulty is because of its clear connection 
to not only blameworthiness, but also to how the probability of a crash is determined. Recall that the 
probability of a crash is determined by both external and internal variables - the external variables being 
outside the control of the car, such as children running in front of the car, while the internal variables refer 
to the technical adeptness of the car itself. This leads to the conclusion that if the technical adeptness of 
the car is high, the probability of a crash will be low as the internal variables for determining the 
probability of a cash have been reduced. If the probability of a crash is low, then it would be easy for the 
car to avoid crashing, as low probability is indicative of high technical adeptness and high technical 
adeptness implies that the car is good at driving. Conversely, if the car has a low technical adeptness, the 
probability of a crash will be high, as the internal variables would have been increased. This means that it 
would now be very difficult to avoid a crash, as the low technical adeptness implies that the car is bad at 
driving. For example, take a near perfect self-driving car and compare it to a self-driving car with many 
technical glitches. The near perfect car has a low probability of crashing, and so can easily avoid crashing 
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all together because it is nearly perfect in technical design. In contrast, the glitching car has a high 
probability of crashing due to its glitches and therefore will be harder for that car to avoid crashing. In 
short, the higher the probability of a crash is, the more difficult it is to avoid a crash, while on the other 
hand, the lower the probability of a crash is, the easier it is to avoid a crash. Hence, the level of difficulty 
correlates clearly with the determining factors of the probability of a crash.  
 Keeping this correlation in mind, we now see that in order for the probability intuition to be 
plausible, a decrease in the level of difficulty in avoiding a crash must lead to a decrease in degree of 
blame. In other words, the intuition claims that the easier it becomes for the car not to crash because of 
the decrease in the probability of a crash, the less blame there will be when it does actually crash. To see 
whether this is truly the case or not, we must look back on the relationship between blameworthiness and 
difficulty. Essentially, the higher the level of difficulty is to avoid an action, or, in other words, the harder 
it is not to do said action, the lower the blame will be if that action is done (Nelkin, 361). The high level 
of difficulty indicates that the agent is expected to carry out the action because it would be unreasonably 
difficult to act otherwise, which leads to a low degree of blame. For example, if a man remains helplessly 
on the shore while a child drowns in the ocean, we would question why the man did not take action. If we 
were to discover that the man did not know how to swim, then it becomes evident that it would have been 
unreasonably difficult for the man to act other than he had, as he could not have rescued the child without 
knowing how to swim. Once we know that the man does not know how to swim, him remaining 
helplessly on the shore is expected, and so we would blame the man less for the child’s death. Conversely, 
the lower the level of difficulty is to avoid a certain action, or, in other words, the easier it is to not do said 
action, the higher the degree of blame will be if the action is actually done (Nelkin, 362). The low level of 
difficulty indicates that the agent is expected to be able to avoid the action, so when the agent goes against 
this expectation and does the action, there is a higher degree of blame. Looking again at the man on the 
shore, if we were to discover that the man was actually an Olympic swimmer, we would expect that he 
would not remain on the shore but instead rescue the drowning child. If he instead remains on the shore, 
we would assign more blame to him for the death of the child, as it should have been very easy for him to 
avoid remaining on the shore in order to save the child. Essentially, blame is assigned when an agent acts 
contrary to what was expected of them in terms of moral understanding, the degree of difficulty merely 
indicates what is expected of the agent (Wallace, 51). Applying this now to the example of the self-
driving car, if it was very difficult for the car not to crash, and it does in fact crash, there will be a low 
amount of blame, as the car was expected to crash in the first place. On the other hand, if it was very easy 
for the car not to crash, and yet it still does, there will be a high amount of blame as the car would have 
been expected to have acted otherwise. Essentially, what this all means is that a decrease in difficulty does 
not lead to a decrease in degree of blame. Instead a decrease in difficulty will actually lead to an increase 
in the degree of blame. 
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 It is here that we now see a reason to doubt the plausibility of the probability intuition. As 
mentioned previously, the probability intuition requires for a decrease in the probability of a crash to 
result in a decrease in the degree of blame in order for the urgency of the qualitative moral responsibility 
gap to be reduced. However, when looking at how the degree of blameworthiness is assigned by the level 
of difficulty, this does not in fact appear to be the case. Recall that a decrease in the probability of a crash 
results in crashing becoming easier to avoid. This means that as the probability of a crash decreases, 
logically leading to a decrease in the number of crashes overall, it becomes expected that the self-driving 
car will not crash. As the car has improved its technical adeptness, the internal variables that determine 
the probably of a crash decrease, making it less likely for a crash to occur. This improvement in technical 
adeptness also leads to it becoming easier for the car not to crash. If the car now actually does crash, there 
will in fact be a higher degree of blame rather than the lower degree of blame that the probability intuition 
had predicted. It was expected that the car would not crash, the car did in fact crash, therefore there is a 
higher degree of blame to be assigned because it is seen that the car should have been able to act 
otherwise. Working in the reverse, when the car has a low technical adeptness, the internal variables for 
determining the probability of a crash have increased, also thus increasing the probability of crashing. 
This means that the car will now be expected to crash. In other words, it is very hard for the car not to 
crash, making the level of difficulty of avoiding a crash very high. If the car does in fact crash, there will 
then be less blame, as it was already expected to crash in the first place and so carried out the anticipated 
action. This shows that as it becomes easier for the car not to crash thanks to a decrease in the probability 
of a crash, the blame associated with the crashes that still occur increases. To illustrate this, let’s look 
again at the example of the near perfect self-driving car and the self-driving car with multiple technical 
glitches. The two cars are driving next to each other on the freeway when suddenly a large white semi 
truck pulls in front of each of them. Both self-driving cars’ sensors fail to recognize the semi trucks, 
causing both to crash into the backs of the trucks, killing the drivers. Now the near perfect car, because it 
was expected to have been able to pick up on the semi truck due to its high technical adeptness, will 
receive more blame than the glitching car, as the glitching car was not expected to have been able to pick 
up on the semi truck. The near perfect car had essentially a decreased probability of crashing in 
comparison to the glitching car, but still received an increased degree of blame as it was expected to have 
been able to avoid the crash and yet did not. Hence, a decrease in the probability of a crash actually leads 
to an increase in the degree of blame. This outcome is the exact opposite of what was predicted by the 
probability intuition. According to the intuition, as the probability of a crash decreases, the degree of 
blameworthiness also must decrease. However, there is sufficient reason to doubt that this is the case, as it 
appears that the degree of blame will actually increase in result to a decrease in the probability of a crash. 
Without the decrease in the degree of blame, the urgency surrounding the qualitative moral responsibility 
gap is not reduced. If anything, the urgency will actually increase if the degree of blame really does 
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increase. This means that the plausibility for the probability intuition resulting in a reduction in the 
urgency of the moral responsibility gap does not hold true in terms of the qualitative gap.  

Conclusion

 Currently, there exists a gap in moral responsibility surrounding the case of self-driving cars. 
Because the cars are autonomous but not considered moral agents, it is unclear who is the agent to which 
the moral responsibility belongs to when the car makes a moral decision. For example, if the car runs over 
a child, it is not clear if the car, the passenger, the programmer, or the deployer are the right agent to 
assign the moral responsibility for the death of the child to. If the responsibility is assigned to the wrong 
agent, or is not assigned at all, there is a sense of injustice having been done to at least one of the parties 
involved. This creates a sense of urgency to uncover some form or another of a solution to the gap, 
whether that be solving for the gap itself or lessening the sense of urgency the gap creates. The probability 
intuition attempts to lessen the urgency of the gap by proposing that as the probability of a crash 
decreases, the urgency of the moral responsibility gap also decreases. In order to explore the plausibility 
of this intuition, I examined the gap through the two senses of moral responsibility, those senses being 
strictly in terms of accountability and by degrees in terms of blameworthiness. When these two senses of 
moral responsibility are applied to the gap, it appears that there is both a quantitative gap caused by 
accountability, and a qualitative gap caused by the degrees of blameworthiness. The quantitative gap 
refers to the overall quantity of times that the moral responsibility gap appears while the qualitative gap 
refers to the degree of blame per each individual gap. In this essay, I chose to examine in depth the effects 
of probability on the qualitative gap. The degree of blame assigned in the qualitative gap is determined by 
the control, intention, and level of difficulty involved in the decision and action. Because control and 
intention in the case of the self-driving car appear to be human agent based, while the level of difficulty 
correlates clearly with the probability of a crash, only the level of difficulty in terms of determining blame 
was examined. The probability intuition required that a decrease in the probability of a crash must lead to 
a decrease in blame in order to be plausible. However, it was shown through a close examination of how 
blame is assigned to not be true. A decrease in the probability of a crash means it becomes easier to avoid 
crashing, and because it is easier not to crash, there is more blame assigned if a crash does occur. In 
conclusion, the probability intuition, although promising, does not plausibly provide a robust enough 
solution to allow for the moral permissibility of the use of self-driving cars by reducing the urgency of the 
qualitative moral responsibility gap. Nevertheless, the probability intuition is still a young concept, and 
thus substantial work remains to be done on the topic.  
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